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for analysis and simulation. The Digital Twin layer implementations for this Rail Digital Twin use 
case are as follows: 

Data Layer: 

A preprocessing step is added to the data layer to clean and transform the data and materialized 
using a TimescaleDB database (https://www.timescale.com/) that stores the data in a time-
series format, which is suitable for time-series analysis and simulations. 

Process(ing) Layer: 

A workflow orchestrator, Flyte (https://flyte.org/), is used to automate the data processing and 
analysis tasks. Flyte is a cloud-native workflow orchestrator that enables the creation of scalable 
and reproducible data pipelines. Simulation models are provided in this layer to simulate the 
behavior of the system and predict its future state. The simulation models are implemented using 
the SimPy library (https://simpy.readthedocs.io/), which is a discrete-event simulation library 
that is used to model complex systems and deployed as a workflow in Flyte. This allows for 
modularity and reusability of the simulation models, allowing for easy integration with other use 
cases of the PIONEERS consortium. 

This layer also includes the AI model that utilizes scikit-learn library (https://scikit-learn.org/) that 
is used for predicting the state of the system at a given point in time. This also is provided as a 
separate workflow in Flyte.  

It is essential to lower the integration effort for the fellow ports, therefore the workflow 
orchestrator is provided as a battery-included solution, where the user only needs to provide the 
data and the configuration of the workflow. 

Application/Presentation Layer: 

This layer includes interfaces that users interact with. It is a dashboard with a geographical map 
that visualizes the states of the train schedules, rail bundles, track occupancies, time of 
arrival/departure predictions. It is implemented using Next.js (https://nextjs.org/), a React 
framework for building web applications. The dashboard is designed to be responsive and user-
friendly, allowing users to interact with the Digital Twin and explore the system state in real-time. 
The dashboard is deployed as a web application.  

The application layer communicates via REST API with the backend service to fetch the data and 
trigger the workflow executions. The application layer and REST API are also able to create 
snapshots of the system state for a given point in time, to be displayed in the dashboard. The 
backend service is implemented using FastAPI (https://fastAPI.tiangolo.com/), a modern web 
framework for building APIs with Python. FastAPI is used to expose the data and the workflow 
orchestrator as REST APIs, allowing the dashboard to interact with the Digital Twin and trigger 
the simulations and predictions. The backend service is deployed as microservice in a 
containerized environment using Docker and Kubernetes. This allows for scalability and fault-
tolerance of the backend service. The backend service is also provided as a separate component 
that can be reused by other ports in the consortium.  

https://www.timescale.com/
https://flyte.org/
https://simpy.readthedocs.io/
https://scikit-learn.org/
https://nextjs.org/
https://fastapi.tiangolo.com/
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All components are password protected and cross-component interactions are authenticated 
and authorized using OAuth2.0 and JWT tokens. This ensures that only authorized users can 
access the Digital Twin, meaning its databases, APIs and dashboard and trigger the simulations 
and predictions. The authentication and authorization are implemented using Keycloak 
(https://www.keycloak.org/), an open-source identity and access management solution. 
Keycloak is used to manage the users and roles, and to provide secure access to the Digital Twin. 

3.4.2. Design Overview 
The user stories that were selected for the Rail Digital Twin focus on three aspects: visibility, 
prediction and scenario simulation. The design is implemented to support these three aspects. 

 

Figure 2- Rail Digital Twin Design 

The dashboard allows for several interactions with the end users: 

For the visibility user stories, the user can select a date and time in the dashboard that allows him 
to see the state of the system at the selected moment: the track occupancy rates, bundle states, 
and the train arrival and departure times. This is accomplished by querying the database for the 
data at the selected date and time and doing a reduce transformation on events to get the state 
of the system at that date. State snapshotting is done by the PIONEERS -API service. 

For the prediction user stories, it is valuable to show the predicted time of arrival and departures 
for the trains in the dashboard. This is accomplished by using the historical data to predict the 
future state of the system. The prediction is triggered by the PIONEERS -API service that executes 
the AI model workflow. The prediction results are then stored and can be queried by the user 
interface (UI) to show the estimated time of arrival and departures for the trains. 

https://www.keycloak.org/
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Figure 3- Simulation Model Execution 

The datasource for which the simulation is to be done can be different from the datasource for 
the snapshot or prediction functionalities. 

During the project several learnings could be derived related to the selected architecture. These 
are documented in Annex II of this deliverable.  

3.4.4. Data model & ontology 
 

A data model is a crucial part of any application because it connects all services. It is also a way 
of representing or modelling reality. It showcases the relation between entities in the system and 
what properties they have. 

For a Digital Twin it is important that the data model works throughout each layer. A model (AI or 
simulation) will require to work with it. It also dictates the format of the data collection, to what 
format the input data needs to be transformed and thus the format in which the data is stored. 

  







https://federatedplatforms.eu/
https://virtuoso.ecdp.tech.ec.europa.eu/describe/?url=http%3A%2F%2Fdata.europa.eu%2F949%2F






https://simpy.readthedocs.io/en/latest/
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and non-empty trains is ~16%. For Model 3, we needed to combine data from two different data 
sources which had to be matched using a heuristic algorithm. This resulted in a dataset of only 
2.500 data samples to cover four subsequent months. The data is then split in the different sets 
as follows: 

 

Figure 7- AI Algorithm Model 1&2 - Data Split 

Note that the validation set cycles throughout each of the folds. This is because we train the 
model six times over again, and then average the score over each training session, which is a 
more generalized response. After confirming that the cross-validation score and training score 
have properly converged, we train the model again for the last time, this using both the validation 
set and the training set for training. This final score is then compared to the score of the test set, 
so we can verify that model has properly generalized. 

3.4.7.3. Evaluation metrics 
 

For all models, the evaluation metric of choice has been the mean-squared error (MSE). As the 
name implies, its score is the mean of all the errors, with each error being squared. 

We chose this metric because MSE is known for its sensitivity to outliers; an error of 100 is 
penalized one hundred times more than an error of 10 (100² ÷ 10² = 10000 ÷ 100 = 100), despite 
being only ten times larger. This is what we want: small deviations are of almost no concern for 
the client, it is the large deviations that we are most concerned about, and that we want our model 
to be robust against. 
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Figure 12- AI Algorithms - Models 1&2 - Error score features 

 

During the feature selection for models 1 and 2, two features stood out from the beginning; the 
remaining distance and the remaining time, as the predictors trained solely on each of them result 
in the lowest mean-squared error scores (MSE: further explained in chapter 3.4.7.3). However, it is 
noteworthy that none of these outperforms the baseline system (Infrabel prediction, presented 
by the red line in the figure above). After retaining these two features and repeating the test, the 
next best feature also became apparent: 
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Figure 14- AI Algorithms - Model 3 - Loss score features 

3.4.7.6. Conclusion and Improvement Strategies 
 

We presented our work on building AI models for predicting the arrival time of freight trains at 
different referral points (PT CARs) of the port, together with the occupation time of wagons on 
bundles. These predictive indicators should streamline the rail operations towards efficiency. We 
reported the methods of collecting, processing data and extracting features for our models. The 
model selection, together with settings for training and validation have been depicted. We then 
presented the evaluation metrics, followed by results obtained per model based on these 
metrics, and we analysed insights from their performance.   

Although models 1 and 2 already provide around 18% increase in prediction accuracy over 
Infrabel's current methodology, we strongly believe that their performance can be further 
fostered by following different improvement strategies. 

First, since the training and cross-validation scores seem to have converged with the given 
amount of training data, simply adding more data is not a useful approach for improvement. 
Instead, the next steps should look at the trains where the models perform the worst, and attempt 
to figure out the reasons for that, preferably a reason that correlates them all. 

Second, the investigation of other relevant features, including freight details/characteristics, 
weather, traffic, together with the insights from other related trains (including also passenger 
trains), would help to bring more knowledge to the models. 

Third, it would be useful to examine better the effects of empty trains on the current dataset. 
They might bring noise to the current prediction, while their role to the port is less significant.  

















https://media.portofantwerpbruges.com/m/129c2c2427c802ba/original/PUBLICATIE_Sustainability_summary_ENG_2023.pdf?_gl=1*10c5fov*_gcl_au*MTE2MDk2MDE2Ny4xNzIxOTI4NTU3*_ga*NTczMjQ5Mjk2LjE3MjE5Mjg1NTQ.*_ga_DTC7EP43ET*MTcyMTkyODU1Ni4xLjAuMTcyMTkyODU1Ny41OS4wLjA.


https://www.vmm.be/data/imjv-databestand
















https://media.portofantwerpbruges.com/m/129c2c2427c802ba/original/PUBLICATIE_Sustainability_summary_ENG_2023.pdf?_gl=1*10c5fov*_gcl_au*MTE2MDk2MDE2Ny4xNzIxOTI4NTU3*_ga*NTczMjQ5Mjk2LjE3MjE5Mjg1NTQ.*_ga_DTC7EP43ET*MTcyMTkyODU1Ni4xLjAuMTcyMTkyODU1Ny41OS4wLjA.




 

D7.5 Lighthouse port Digital Twin   59 

public 

Users can either choose emission factors from the pre-defined library or add custom factors 
within the activity templates. Entities are then assigned to these templates, as illustrated in the 
figure below. 

 

Figure 29-Activity template configuration with Emissions factors for Scope 1&2 emissions - Port Authority PoAB 

4.6.5. Emissions Calculation  
 

Once data is imported into the platform using the batch import function, it automatically 
calculates the carbon emissions based on predefined templates, as outlined in the previous 
chapter. These templates include emission sources and factors, which are updated annually 
according to source availability.  

The calculation is based on the formula: Emissions = Activity Data × Emission Factor, with results 
expressed in tCO2e. 
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Figure 30-Data Entry Section: Define Templates by Selecting Emission Sources and Using Predefined Emission Factors 

Carbon emissions are presented in tCO2 equivalent within the organizational structure, 
categorized by emission source and scope, for each year there is data available. Additionally, 
there is an option to establish reduction initiatives for each specific emission source. 

 

 

Figure 31-Carbon Emissions Port Authority PoAB 



https://media.portofantwerpbruges.com/m/129c2c2427c802ba/original/PUBLICATIE_Sustainability_summary_ENG_2023.pdf?_gl=1*10c5fov*_gcl_au*MTE2MDk2MDE2Ny4xNzIxOTI4NTU3*_ga*NTczMjQ5Mjk2LjE3MjE5Mjg1NTQ.*_ga_DTC7EP43ET*MTcyMTkyODU1Ni4xLjAuMTcyMTkyODU1Ny41OS4wLjA.
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Selected data sources 

1. Actual ship positions: 
o Based on AIS and radar data, PoAB has a data about the actual position of every 

ship in the port (refresh rate: 3 seconds) 
o This data set also provides heading and speed (over ground) 

2. Historical ship tracks: 
o Based on historical ship positions, historical tracks can be derived 
o Purpose is to train the prediction model for ship movements 

3. Vessel chararacteristics: 
o Main characteristics of a seagoing vessel: ship identification number, ship type, 

dimensions 
4. Lock planning: 

o Lock planning is managed in APICS (Antwerp Port Information Control System), 
which is the main tool for VTS services 

5. Terminal planning: 
o Terminal planning is managed in APICS, providing data on the planned arrivals and 

departures of vessels (provided by the terminal operators) 

To develop this use case, we used historical data sets of 1 year to train the model. For the real 
time data, we limited us to the relevant scope of the specific situation (i.e. selected geografical 
area, selected terminals and locks within this geographical area, etc). 

Selected user stories 

1. As a vessel traffic manager, I can simulate the future image (up to 30 min) to forecast the 
traffic image (and detect possible dangerous situations) 

2. As a vessel traffic manager, I can have an insight into the emission score of a voyage of a 
vessel (within the prediction) 

User story 1 is the main scope of this use case and is described within this chapter. User Story 2 
is still under investigation and discussed in section 0 5.5 Conclusions and recommendations. 

5.4 Architecture & demo development 

5.4.1. Design Overview 
 

The main architectural decision within this use case was to define the architecture for the data 
provisioning, operating and the integration of the Macomi prediction (from the Port Genie 
application) within the PoAB application landscape.  

Data input 

The model needs input from PoAB to operate. Different real-time application interfaces (see 0) 
needed to be available for the model to make the calculation. 
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Data Layer 

PoAB is identified as the only supplier of data necessary to operationalize the prediction model 
for Macomi Port Genie. Based on the data sources mentioned in 0, we identified the following 
data application interfaces: 

 

Data set Date elements Frequency API 
Vessel positions All position updates of the last few 

minutes of all vessels in the port, so 
that the vessel trajectory can be 

determined. Can be connected to 
vessel characteristics. 

Real-time. To be delivered when 
a new simulation is scheduled 

(on demand or every few 
minutes). 

ShipPositionsAPI (PoAB) 

Vessel 
characteristics 

Length, width, type. For all vessels 
currently in the port. 

Real-time. Every few minutes or 
on demand. 

VesselDataAPI (PoAB) 

Lock planning Current and expected lock 
passages, including time of lock 
movement and slots for entering 
and exiting of individual vessels. 

Can be connected to vessel 
characteristics. 

Real-time. Every few minutes or 
on demand. 

LockPlanningAPI (PoAB) 

ETDs of vessels 
at berth 

Berth position, timestamp of ETD. 
Can be connected to vessel 

characteristics. Only for vessels at a 
tide dependent berth 

(Deurganckdok, Europa Terminal, 
Noordzee Terminal) 

Real-time. Every few minutes or 
on demand. 

VesselDataAPI (PoAB) 

Destinations Berth and quay number of any 
vessel that needs to be simulated, 
so their path can be determined. 

Real-time. Every few minutes or 
on demand. 

VesselDataAPI (PoAB) 

Infrastructure (Currently already present) Needs to be updated when the 
port design is updated, every 

few months/years. 

Base Data (offline 
provided) 

Waterway 
widths and 

width buffers 

(Currently already present) Needs to be updated when the 
port design is updated, every 

few months/years. 

Base Data (offline 
provided) 

Historic training 
set 

Detailed historic vessel positions 
within areas that need to be 

simulated. Multiple years of historic 
data. 

Yearly updates are advisable for 
model retraining. 

Data dump (datalake 
PoAB) 



https://gitlab.portofantwerp.com/api-documentation/rest-openapi-design/-/blob/main/macomi-gateway/macomi_gateway_openapi.yaml
https://gitlab.portofantwerp.com/api-documentation/rest-openapi-design/-/blob/main/macomi-gateway/macomi_gateway_openapi.yaml
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Given the pre-processed datapoints, the path prediction module can predict the vessel 
trajectories using deep learning. If a swing manoeuvre could be possible (e.g. when leaving the 
berth facing upriver), a prediction algorithm is used to predict swing chance. If a swing is deemed 
more likely than not, a complex path will be predicted for the vessel. Separate models are used 
to predict the path to the swing, the swing manouvre itself, and the path after the swing. If no 
swing is predicted, a single trajectory will be predicted using deep learning. 

The application was designed so it would periodically calculate predictions based on stored data. 
The result of each run is then pushed to the presentation layer.  

Example of a prediction: 

{ 
  "predictions": [ 
    { 
      "prediction": { 
        "mmsi": "352793000", 
        "destination": "1335", 
        "points": [ 
          { 
            "location": { 
              "latitude": 51.97547, 
              "longitude": 4.12359 
            }, 
            "timestamp": "2021-03-04T14:09:10Z", 
            "true_heading": 47.039837, 
            "speed_over_ground_in_meters_per_second": 4.2 
          } 
        ] 
      } 
    } 
  ] 
} 

Figure 42- Prediction example UC3 

PoAB applies a standardized data ingestion and integration method in which data is preferably 
pushed to PoAB. PoAB will then store data in a microservice with dedicated storage in order to 
secure that data is not lost. This also enables data quality checks since scheme validation and 
data quality checks are done. The second principle is that PoAB creates an event-based data 
pipeline via a dedicated Kafka event-based topic. Data is therefore available for multiple 
consumers within the PoAB landscape. These consumers include but are not limited to APICA. 
This approach makes data integration a common practice within PoAB development and offers 
clear guidelines and contracts to integration parties. In the data integration, the results of the 
prediction are also split into events per ship to keep the events autonomous and small. 

Application/Presentation Layer: 

The predictions are visulalized in a digital twin environment through a comprehensive 2D and 3D 
model and user interface. APICA has a geografical interface. Basis is an ESRI platform which 
provides basemaps. Interaction with the maps is done via the ArcGIS API11 and extended by 
Angular libraries for elaborated and complex visualizations.  

 

11 Build powerful apps with ArcGIS services | Esri Developer REST APIs documentation 

https://developers.arcgis.com/rest/


https://www.influxdata.com/
https://redis.io/solutions/caching/
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not adapt the forecasted sailing routes if more predicted routes intersect. However, a possible 
collision could theoretically be noticed and alerted by the model. 

 

Figure 47- Visualisation of vessel trajectory prediction in APICA 

 

Figure 48- Visualisation of vessel trajectory prediction in APICA (2) 

 

5.5 Conclusions and recommendations  
From a technical point of view, we can conclude that we established the connection and 
integration of the prediction model within the Digital Twin environment which can now be 
validated by the PoAB VTS department. Based on this validation, the model and visualization 
could be further developed. Based on the current state and project delivery, we already identified 
the following next steps and opportunities: 









 

D7.5 Lighthouse port Digital Twin   82 

public 

    rdfs:range xsd:boolean . 

 

pio:hasBusinessLocation a owl:FunctionalProperty ; 

    rdfs:comment "Expected itinerary stop"@en ; 

    rdfs:domain pio:ItineraryPoint ; 

    rdfs:range loc:BusinessLocation . 

 

pio:hasId a owl:FunctionalProperty ; 

    rdfs:domain pio:Bundle, 

        pio:ItineraryPoint, 

        pio:TrainPath ; 

    rdfs:range xsd:string . 

 

pio:hasItineraryPoint a owl:ObjectProperty ; 

    rdfs:domain pio:TrainPath ; 

    rdfs:range pio:ItineraryPoint . 

 

pio:hasName a owl:FunctionalProperty ; 

    rdfs:domain pio:Bundle ; 

    rdfs:range xsd:string . 

 

pio:hasSequenceNumber a owl:FunctionalProperty ; 

    rdfs:domain pio:ItineraryPoint ; 

    rdfs:range xsd:positiveInteger . 

 

pio:hasTrack a owl:ObjectProperty ; 

    rdfs:domain pio:Bundle ; 

    rdfs:range era:Track . 
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pio:hasType a owl:FunctionalProperty ; 

    rdfs:domain pio:ItineraryEvent ; 

    rdfs:range pio:ItineraryEventType, 

        pio:TrackEventType . 

 

pio:involvesItineraryEvent a owl:ObjectProperty ; 

    rdfs:comment "Arrival or departure events"@en ; 

    rdfs:domain pio:ItineraryPoint ; 

    rdfs:range pio:ItineraryEvent . 

 

pio:signaled a owl:FunctionalProperty ; 

    rdfs:domain pio:Bundle ; 

    rdfs:range xsd:boolean . 

 

 

 

pio:ItineraryEvent a owl:Class ; 

    rdfs:label "Itinerary Event"@en, 

        "Track event"@en ; 

    rdfs:comment "An event related to a itinerary point"@en, 

        "Event signaling track status"@en ; 

    rdfs:subClassOf ev:Event . 

 

pio:TrainPath a owl:Class ; 

    rdfs:label "Train Path"@en ; 

    rdfs:comment "Holds the itinerary points and schedules for a single train"@en . 
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pio:ItineraryEventType a owl:Class . 

 

pio:TrackEventType a owl:Class . 

 

pio:Bundle a owl:Class ; 

    rdfs:label "Bundle"@en ; 

    rdfs:comment "Railyard bundle composed of tracks"@en ; 

    rdfs:subClassOf loc:BusinessLocation . 

 

pio:ItineraryPoint a owl:Class ; 

    rdfs:label "Itinerary Point"@en ; 

    rdfs:comment "A stop at a bundle or other business location"@en . 
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It is noteworthy that, the improvements concentrate around the 20-minute mark, and that the 
differences become more outspoken further away from the centre. Below this paragraph, one 
can find the distribution of improvement/degradation for each bin in detail, with all predictions 
divided into bins of 5 minutes each: 
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